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Abstract

Existing methods for image-to-geometry registration typ-
ically assume that a reasonable initialization is available.
For example, previously registered color images are used to
bootstrap the registration process. This is because the em-
ployed dense registration criteria often result in optimiza-
tion problems with many local optima; good initialization is
thus required to overcome poor local optima. In this work-
ing paper we sketch a fully automated system that provides
registration hypotheses solely based on matchings between
points on the 2D image and sparse 3D key points on the
model. To avoid having to rely on a pre-registration, we re-
quire representations of the local 3D geometry that are ef-
ficiently matchable to the appearance of the corresponding
points in 2D images. To address this we propose two differ-
ent representations. The first is based on learning custom
feature point detectors for 2D images, which are trained to
identify the appearance of specific 3D key points. They are
based on renderings of characteristic lines, which corre-
spond well with gradient information in images. The second
representation unifies 2D gradient information from differ-
ent viewpoints into a single 3D gradient descriptor, which
can be matched to images via a projection.

1. Introduction

Registering images to 3D models of real world objects
or places is an important prerequisite for transferring infor-
mation between images and the 3D model. For example,
we can use the color information from images to texture a
3D model that was previously acquired using range scans.
Going in the opposite direction, it is possible to annotate
images with information from the depicted part of the 3D
scene once we know the camera pose from which the image
was taken.

Many existing approaches to image-to-geometry regis-

tration make use of pre-registered images [12, 15, 16] to
which a newly arriving image is registered through match-
ing of image features. Such pre-registered images are
available, for example, when the 3D geometry is acquired
through a set of photographs by means of multi-view stereo
reconstruction [1]. While using pre-registered images re-
duces the difficult 2D-to-3D registration problem to a 2D-
to-2D registration problem, this scenario is not always ap-
plicable. For instance, when acquiring a 3D model by non-
photometric methods, such as range scans, we typically do
not have pre-registered images at our disposal, and hence
need to rely on purely geometric features for registration.

In order to develop a technique for image-to-geometry
registration that does not rely on color information along-
side the geometry, we need to find representations of 3D
geometry that carry information about possible 2D appear-
ances of the model. At the same time, the representation
needs to enable efficient matching to 2D appearances. Ex-
isting registration methods typically aim to maximize the
statistical dependency between the image and a rendering
of the 3D model [6]. This dense registration criterion takes
into account the contributions of all pixels in the image, but
on the other hand leads to a highly non-convex optimiza-
tion problem with many local optima. Hence good initial-
ization is needed in order to avoid getting stuck in poor lo-
cal optima. Therefore, registration methods based on pixel-
to-pixel dependencies by and large require user interaction
or other prior information about the camera pose to obtain
a coarse initial registration to start from. While this may
seem suitable for performing registration as part of a small
scanning campaign, such approaches do not seem feasible
when a continuous incoming stream of images needs to be
registered to a geometric model of the scene.

To overcome the limitations of existing registration cri-
teria, we aim at providing an approach for generating coarse
registration hypotheses from matches between distinctive
3D key points on the model and 2D points on an image to be
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registered. Such an approach requires representations of 3D
points that are matchable to corresponding 2D occurrences.
To this end, we propose two different ways of representing
a single 3D key point. First, we aim to learn 2D interest
point detectors that are specific to a particular 3D key point
and its local geometry. Our approach is based on render-
ings of characteristic lines, which we assume to correlate
well with image edges. Second, we extract 3D gradient de-
scriptors from the vicinity of a key point on the 3D model
in a way that these can be projected to standard 2D gradi-
ent descriptors from a variety of viewpoints. The resulting
2D gradient descriptors can then be matched in the image
domain as usual.

Our contributions can be summarized as follows: (i) We
propose two different 3D representations for the local ge-
ometry around a 3D key point that are matchable to 2D ap-
pearances of these points, thus bridging the gap between
the 3D and 2D world; (ii) we suggest a key point selection
algorithm that trades off the distinctiveness of the selected
points and the spatial distribution across the 3D model; (iii)
we sketch a fully automated registration pipeline that uses
sparse 3D key points to align an image to an untextured 3D
model.

2. Related Work
Starting with the seminal work of Viola and Wells [27]

mutual information (MI) and related criteria have been es-
tablished as objective functions in multi-modal image reg-
istration [11, 14]. These dense registration criteria consider
the individual pixels of each image as independent samples
from two probability distributions and the correct registra-
tion is assumed to maximize the statistical dependency be-
tween corresponding pixels of both images.

For image-to-geometry alignment, however, such in-
dependence assumptions cannot be introduced as easily.
Hence, prior work on image-to-geometry registration has
resorted to rendering the geometry given an estimate of the
camera pose such that, again, correspondences between pix-
els of the image and the elements of the projected geometry
can be established. Then the task of registration becomes
that of searching for the camera pose such that image and
rendering are aligned best under some measure of the pixel-
wise correlations. In [27] the normals are projected to the
image plane and their MI to pixel intensities of the image is
maximized. A crucial aspect of 2D-to-3D alignment in this
way is to choose a rendering method, such that the pixel-
to-pixel correlations for the correct registration are high,
but low for incorrect registrations. Hence, instead of just
rendering a normal map, researchers have proposed differ-
ent rendering techniques that capture properties of the ge-
ometry that are assumed to correlate better with observed
pixel intensities in the image. To this end, Corsini et al. [6]
find that a combined rendering of normal maps and ambient

occlusion maps works well for aligning colored images to
untextured models. This idea is taken further by Dellepi-
ane and Scopigno [8] to use partial color information on
the model, whenever available. However, these registration
methods rely on dense objective functions that are difficult
to optimize and need to be initialized carefully. This is a
hindrance to a fully automated 2D-to-3D registration pro-
cess. Our work strives to fill this gap.

Other work on image-to-geometry registration makes
use of previously aligned images [12, 22, 15, 16], a sce-
nario that is common when 3D models are acquired with
multi-view stereo reconstruction methods. The images are
used to enrich each point in the 3D model with information
about the image features that can be observed by seeing
this particular point from different viewpoints. The prob-
lem of registering a new 2D image to the 3D model then
reduces to matching 2D image features. To search the huge
space of possible 2D feature correspondences efficiently, Li
et al. [15] select key images to prune the search early, while
Irschara et al. [12] discard the pre-registered images alto-
gether and use a minimal set of novel, rendered views that
cover the whole scene. A similar approach is taken by Rus-
sel et al. [23] where they align historic paintings of ancient
sites to textured 3D models of the same site by comparing
GIST descriptors [19] of rendered views and the query im-
age.

Li et al. [16], instead of querying the stored image fea-
tures on the 3D model with the observed features in the im-
age to be registered, regard the image as a database of im-
age features in which to query the image features that are
attached to the 3D model. As querying image features from
all points on the 3D model is infeasible, they first select a
subset of points such that each view sees sufficiently many
of those selected points. Additionally, the query order is de-
termined by the prior visibility of each point and by the co-
occurrence probability of pairs of points. Once sufficiently
many matches between image features on the 3D model and
image features within the image are found, they terminate
the search and the camera parameters are estimated with
RANSAC. The idea of detecting sparse 3D points in images
is also applied by Aubry et al. [3], who learn detectors for
discriminative image patches from rendered views and run
them on the query image in order to establish 2D-to-3D cor-
respondences. They show the effectiveness of their method
for registering paintings, which follow projective geometry
only approximately. While we explicitly do not assume that
previously aligned images are available to derive image fea-
tures from, we follow the approach of matching sparse 3D
points on the model to image patches found in the image to
be registered.

Our approach is similar to [25, 28] in that they also use
line renderings of 3D models to learn detectors for distinc-
tive parts of an object class. We employ this basic approach
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Figure 1. Edge image (left) and approximately aligned line render-
ing (right). Many gradients align well with rendered lines.

to our registration setting, where we have to deal with a sin-
gle object or scene instead of multiple object classes and
have to find suitable 3D key points automatically, while
[28] leverages user annotations on CAD models. The idea
of matching characteristic lines to image edges is also fol-
lowed in [4], where line renderings of a geometric terrain
model are used to find the orientation of an image that
shows a mountain panorama with known location of the
camera. Line renderings are also used by Eitz et al. [9],
where they learn viewpoint-dependent shape detectors for
sketch-based shape retrieval. In contrast, our approach aims
at extracting a single representation that captures the vari-
ability of 2D appearance due to varying viewpoints instead
of having multiple representations, each for a single view.

3. Learning 2D Detectors for 3D Points

One key challenge in matching a 3D point P to its occur-
rence in 2D images is the unknown viewpoint from which P
might be seen in the image. Hence, any sensible matching
method needs to deal with the 2D appearance variability of
the 3D point that is due to varying viewpoints, among other
sources of variation. The goal of this approach is to learn
customized 2D interest point detectors on renderings of the
local geometry around P . In the following, we will describe
the rendering method as well as the basic learning method-
ology for the detectors.

3.1. Non-photorealistic line renderings

As we assume an untextured model, we need to rely on
purely geometric features of the 3D model that correlate
well with features found in real images. To this end, we
follow the idea that image edges often coincide with char-
acteristic edges of the 3D model. This motivates the use of
non-photorealistic line renderings that have previously been
found useful in object detection tasks [28]. More precisely,
we render four different type of lines:

Silhouette lines that show the exterior boundary of the
model. Depending on the background on which the model
is depicted in an image, silhouette lines are supposed to be
reliably detectable in real images.

Occluding contours are viewpoint dependent and ren-
dered whenever the normal on the model is perpendicular to
the viewing direction. At occluding contours the projected
normals are likely to be discontinuous and hence strong im-
age gradients might occur due to different light reflection
on both sides of the contour.

Valleys and ridges are rendered at vertices with a high
curvature along the maximum principal curvature direc-
tions, i.e. where the model is “bent” inwards or outwards,
respectively. The notion of valleys and ridges is extended to
apparent valleys and apparent ridges by Judd et al. [13].
There, the curvature operator takes into account the viewing
direction to emphasize areas of low curvature that neverthe-
less appear highly curved because they point away from the
observer.

In Figure 1 we show an example of the resulting line ren-
dering, as well as an image on which we extracted edges
using the Canny edge detector. This illustrates the intuition
for why line renderings are suitable intermediate represen-
tations. As can be seen, many of the dominant gradients
align well with rendered lines, especially for the silhouette
and occluding contours. However, there are obviously many
gradients that do not correspond to any characteristic line in
the 3D model, such as weak gradients that are caused by
noise in the image. Also, pure texture gradients, such as be-
tween the beard and the arm of the gnome, cannot be found
in the line rendering as the geometry of the beard aligns
smoothly with the geometry of the arm in many places.

3.2. Learning custom 2D detectors

To actually learn a 2D interest point detector that is cus-
tomized for a certain 3D point P , we need to define a set
of positive and negative training instances, and define how
each instance is encoded as a feature vector extracted from
a rendered image patch.
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(a) Positive

(b) Negative

Figure 2. Subset of the 3D point specific set of training images
used for learning a point detector. Positive training images com-
prise renderings of the local geometry around the point under con-
sideration, observed from different views. Sampled renderings for
other points are used as negative training images.

For the positive set, we generate multiple line render-
ings viewing P from different directions. The camera posi-
tions are uniformly sampled on a sphere around P with the
camera looking towards P . We use a standard perspective
projection with a fixed focal length for all renderings, but
our approach can easily be adapted to handle multiple fo-
cal lengths as well. The renderings show P only at a single
scale as the detector can later be used in a sliding window
fashion to detect occurrences of P at multiple scales. For
the registration application outlined in Section 5, a detec-
tor will be learned for each key point on the 3D model and
the key point selection algorithm will determine the scale
at which the model should be rendered around each point,
thus accommodating for points that capture characteristic
geometric features at multiple scales. For the negative set,
we randomly sample rendered image patches that are not
centered at P . Figure 2 shows a subset of the positive and
negative training patches for learning a detector that detects
a certain point on the hand of the gnome.

From the rendered image patches, we extract shape con-
text features [18], which have been found to be useful for
detection purposes based on line renderings [2, 25, 28].
They capture the shape of an image patch around a 2D point
in a joint histogram of edge locations and orientations. The
location bins are layed out on a log-polar grid, while the
orientation bins are evenly spaced in the range between 0
and π. Since we consider line renderings and hence can-
not compute a sign for the orientation we only bin unsigned

(a) Location bins (b) Orientation bins

Figure 3. Log-polar layout for the location bins and bins for edge
orientations in the shape context descriptor.

orientations. We use 12 bins for the location and 4 for the
orientation such that the resulting histogram has a dimen-
sionality of 48, as shown in Figure 3. From these features
we train a binary SVM classifier to distinguish renderings
of P from renderings of other parts of the model.

4. 3D Model for Robust Object Description
Despite extensive research in the area of 3D object rep-

resentation [5, 17, 20, 26], there is still a need for richer
models that are easy to train, robust, and allow for a sen-
sible amount of appearance flexibility. One key aspect
of such representations is the ability to capture viewpoint-
dependent appearance variations in a principled manner.

Often, an explicit 3D representation is avoided by instead
composing it from a multitude of 2D models, which are less
expressive by design. Each sub-model then takes on the task
of representing a specific aspect of the object, i.e. a small
range of viewing angles. The problem of such a model de-
composition is that it neglects that sub-models have specific
statistical dependencies and correlations [10, 21]. Further-
more, representing objects in the form of a fixed set of sub-
models oversimplifies the fact that objects indeed live in 3D
and therefore posses 3D geometry. Our approach tries to
overcome this limitation by learning a 3D gradient descrip-
tor that captures 3D geometry in a robust and efficient fash-
ion. Matching against a 2D image is then achieved by pro-
jecting the descriptor into 2D space (given a hypothsized
viewpoint), where the comparison is straightforward.

4.1. Building the descriptor

Integral part of building object models is the construc-
tion of a robust and expressive feature space. Gradient-
based features like SIFT, ShapeContext, Histograms of Ori-
ented Gradients (HOG) [7] are an essential building block
of many vision approaches. In these descriptors, the image
is divided into non-overlapping pooling regions (cells), each
of which holds a gradient histogram. Image gradients are
then assigned to the respective bins, often using tri-linear
interpolation. The final descriptor is constructed by stack-
ing all cells, and various types of normalizations have been
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Figure 4. Visualization of perspective slices through the 3D model.
On the top left, activated bins for the gnome face front-view (φ =
0◦, θ = 0◦) are depicted. On the bottom left, a different slice from
a higher viewpoint (φ = 55◦, θ = 0◦) can be seen. The resulting
descriptors are shown on the right respectively.

proposed. On the one hand, these make gradient descrip-
tor rather robust to changes in lighting. On the other hand,
small deformations and pose variations are accounted for
by pooling gradients over small cells. We would like to in-
corporate these key properties, and therefore base our 3D
descriptor on these building blocks.

Given the fact that we want to obtain a 3D representation
of geometry that can be queried from different viewpoints,
we aim to devise a descriptor layout that does not change
significantly with viewpoint. Motivated by polar layouts in
2D (see Figure 4 right), we use a sphere as the support re-
gion for our 3D representation. This is because any inter-
section of a plane with a sphere will naturally result in a
circle, as opposed to cubical/rectangular layout, where a in-
tersection may lead to more complicated shapes. A 2D cir-
cular descriptor layout is usually defined by the amount and
size of angular and radial bins. We now define a 3D spher-
ical descriptor using radial, azimuth and elevation bins, i.e.
we fan out each cell area by rotating the layout around the
upwards-pointing axis. The obtained volumetric shapes re-
semble segments of “onion layers” (Figure 4 left), and con-
tain the histograms for the respective spherical bins. The
bins are non-overlapping, and span the entire volume, such
that each point inside the sphere can be associated with ex-
actly one bin or – in case of linear interpolation – with 8
bins. The descriptor around a key point shown in Figure 4
(left) uses 8 radial bins, 20 elevation bins, 16 azimuth bins,
and 9 gradient orientations.

3D Model

2D Query

argmax

✓,�
hx, (�, ✓,�)i Score & Angles

Figure 5. Inferring coarse registration parameters (matching score,
elevation angle φ and azimuth angle θ) by optimizing the best
matching hypotheses, given a query image and a 3D descriptor.
The “query oracle” maximizes the score for a query, thus finding
the most probable perspective on the given object.

4.2. Projecting the 3D model to 2D

The spherical 3D model contains gradient information
for the object under various observed perspectives, however
for the purpose of matching a single image to the descriptor,
we need a way of comparing the 3D model to the descriptor
of a 2D image. We achieve this by “slicing” the 3D model,
i.e. selecting the bins that are relevant for a particular view-
point and projecting them. For each 2D bin, the 3D bin with
the smallest Euclidean distance between both bin centers is
selected. The best matching viewpoint is obtained by max-
imizing the compatibility score over elevation angle ψ and
azimuth angle θ (Figure 5). Comparability is established by
the projection function ψ, parameterized by angles θ, φ and
model β. The compatibility score is then defined as the in-
ner product between the query descriptor and the projected
3D model.

To goal of this approach is to obtain a coarse but robust
viewpoint estimation, which in turn can serve as initializa-
tion for a finer viewpoint estimation method. Nonetheless,
it is important to note that the 3D representation and sub-
sequent projection will not deliver a constant performance
over all possible viewpoints. Due to the foreshortening ef-
fect, large elevation angles will yield unreliable projections.
Moreover, occlusion leads to certain edges not being visible
from some of the viewpoints. However, as long as the eleva-
tion angles stay in a reasonable range around the canonical
viewpoint, the projection will work as expected. We argue
that in most situations, extreme angles (in the example, e.g.,
a frontal view of the baseplate of the gnome) are rare and
not of high importance to the actual registration task, since
a sufficient number of key points with more favorable view
points exist.

5. Towards Image-to-Geometry Registration
using Sparse 3D Key Points

We now present a sketch of a system that uses either
the 3D point detectors or the 3D gradient descriptors to es-
tablish sparse 3D-to-2D point correspondences in order to
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produce coarse registration hypotheses between an image
and a 3D model of the depicted scene. These hypotheses
could subsequently be refined by means of dense registra-
tion methods such as [6].

5.1. System overview

The registration pipeline is split into two distinct phases.
In the first phase, we determine our 3D point representa-
tions for sparsely selected key points of the 3D model. This
can be considered as an offline pre-processing step. In the
second phase a newly arriving image is registered to the ge-
ometry by evaluating the custom key point detectors on the
image and fusing the detection results in a geometrically
consistent way. Figure 6 gives a schematic overview of the
system.

5.2. Selecting diverse key points

Two requirements drive the key point selection process:
Distinctiveness of the selected 3D key points and spatial
coverage of the model.

Considering the first requirement, we want to ensure that
the selected key points represent distinctive parts of the
model geometry in order to be recognizable in images. Ide-
ally, we would assign each vertex a score of how well it
can be recognized in images across different view points
and how well they can be discriminated against appearances
of other key points in order to get reliable 2D-to-3D corre-
spondences. Devising such a quality measure is an open
question for future research. In the current work, we rely on
the Harris3D score [24] that has been proposed for select-
ing 3D interest points for matching 3D models. In particu-
lar, the local surface around each point is approximated as a
two-dimensional quadratic function with the normal of the
supporting plane being determined by the direction of least
variation in the coordinates of neighboring vertices. Then a
continuous version of the well-known Harris operator is ap-
plied to the fitted quadratic surface. This yields a score that
correlates with the local curvature around the vertex, with
the approximation to a quadratic surface favoring corners
or spike-like structures within a model. While these fea-
tures may be recognizable in images, many other distinctive
geometric structures may be missed. This Harris3D scoring
function is applicable across multiple scales by varying the
size of the neighborhood around the considered vertex.

Considering the second requirement, we want the set of
selected key points to cover the full extent of the model as
to increase the probability of finding sufficiently many 2D-
to-3D matches in unregistered images. The highly ranked
points are usually clustered tightly in few regions of high
curvature. The natural way in 2D key point detection would
be to post-process the result with non-maximum suppres-
sion. However, while non-maximum suppression guaran-
tees a minimum distance between any pair of selected key

Figure 7. Top: Key points are selected by decreasing Harris3D
score only. Middle: Key points are selected by decreasing Har-
ris3D score after applying non-maximum suppression. Bottom:
Key points are selected by trading off a high Harris3D score and
spatial diversity.

points it might produce large areas without any selected
point, which is unsuitable for registration purposes. There-
fore, to meet our second requirement we select key points in
an iterative way. In each iteration we select the point P with
the highest score and recalculate the scores of all points Pi

by applying a weight wi that shrinks the scores of points in
the vicinity of P towards zero:

wi = exp

(
‖P − Pi‖22

h2

)
, (1)

where the parameter h controls the falloff of the shrinking
kernel. We select the first 100 key points with this proce-
dure. Figure 7 visualizes the set of selected points for two
example objects. Note that the resulting distribution of key
points is qualitatively better spread across the 3D models
for our iterative selection procedures than for selecting just
the 100 top ranked points or running non-maximum sup-
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Detect 3D 
key points

Learn representation
for each key point

Edge Detection
Find 2D to 3D

matches
Estimated

camera pose

Offline

Online

Figure 6. Sketch of a registration pipeline. In an offline step, 3D key points are selected from which 3D representations are learned (either
custom key point detectors or 3D gradient descriptors). These are applied to new images and hypotheses for the camera parameters are
found by fusing the detected putative matches in geometrically consistent way.

pression.

5.3. Robust matching of 3D to 2D points

Having extracted 2D-matchable representations for the
selected 3D key points, we can use them to find occurrences
of the 3D key points in an image. These putative matches
can then be used to robustly estimate the camera parameters
of the image.

The envisioned pipeline proceeds by first extracting
edges from the image by running the Canny edge detector.
From these edge images we compute dense shape context
features and try to match the 3D key point representations
in a sliding window way. This process is repeated at differ-
ent scales and detection responses are post-processed using
non-maximum suppression in the spatial and scale domain.
From the final detections, we estimate hypotheses of the
camera parameters by applying RANSAC and accepting a
hypothesis when the number of inliers exceeds a predefined
threshold. Afterwards the inliers are removed from the set
of putative matches and the process iterates to find a new
hypothesis or terminates after a certain number of unsuc-
cessful tries.

6. Summary and Future Work
We described an approach for image-to-geometry regis-

tration without having to rely on pre-registered images. To
that end, we identified two representations toward effective
2D-to-3D matching. The first is based on learning a key

point detector for images, which is customized to the ap-
pearance of the local geometry around a particular 3D key
point and derived from line renderings. The second is based
on a 3D histogram representation, which can be matched to
the image under a variety of viewpoints. We sketched an
image registration pipeline based on these representations.

In ongoing work we concentrate on analyzing the ef-
fectiveness of our 3D point representations when matching
them to 2D images. Using pre-registered images, we aim
to quantify how well line renderings actually correspond
to edge images, i.e. how strong the statistical dependency
between rendered lines and image edges is. We will also
investigate to which extent the learned detectors and the
3D gradient descriptors are able to identify the represented
3D point, even if it is observed under a novel, interpolated
view point. Future work on the image-to-geometry registra-
tion pipeline will serve as a natural application scenario, in
which finding good 2D-to-3D point correspondences is of
crucial importance. One open question is how to integrate
the key point selection scheme with the representation of
this point in order to reliably find matches in new images.
To this end, we aim to go beyond applying standard 3D key
point measures and devise new scoring functions that ex-
plicitly take into account that 3D key points later need to be
detected in 2D images. We will evaluate the effectiveness of
the registration pipeline on datasets ranging from individual
objects to models of a whole scene.
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